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Abstract. Classical digital speech signal processing assumes linearity, timeinvariance, and Gaussian random variables (LTI-Gaussian theory). In this
article, we address the suitability of these mathematical assumptions for
realistic speech signals with respect to the biophysics of voice production,
finding that the LTI-Gaussian approach has some important accuracy and
computational efficiency shortcomings in both theory and practice. Next, we
explore the consequences of relaxing the assumptions of time-invariance and
Gaussianity, which admits certain potentially useful techniques, including
wavelet and sparse representations in computational harmonic analysis, but
rules out Fourier analysis and convolution, which could be a disadvantage.
Then, we focus on methods that retain time-invariance alone, which admits
techniques from nonlinear time series analysis and Markov chains, both of
which have shown promise in biomedical applications. We highlight recent
examples of non-LTI-Gaussian digital speech signal processing in the literature,
and draw conclusions for future prospects in this area.
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Introduction

It is fair to argue that digital speech signal processing has changed the world: much of modern
life depends on it. Pioneering work on speech signal processing and analysis, by influential
figures such as Homer Dudley, Harry Nyquist, Norbert Wiener, James Flanagan, James Cooley
and Manfred Schroeder [1, 2], enabled by the 20th-century revolution in digital electronics,
algorithms and computing hardware, have made cellular and Internet-based telephony, and
speech- and voice-based applications such as automatic dictation, biometrics, and the
characterisation of neurological diseases possible.
Traditionally, speech analysis is based on the theory of linear, time-invariant (LTI) acoustics,
which holds that the vocal tract (comprising the throat, mouth and nasal cavity) is a (passive)
acoustic resonator [1, 3]. The modes of this resonator, during vowel phonation, are excited by
regular pulses of aeroacoustic noise released at the top of the vocal folds. During consonants,
the excitation noise source is generally explosive or constant in amplitude, and shifts according

Fig. 1: Empirical investigation of the limitations of classical linear, time-invariant, Gaussian
DSP for speech signals. (a) Typical speech signals are only approximately time-invariant over
short durations, undermining the appropriateness of the time-invariance assumption. (b-c) The
invariant density of speech signals is far from Gaussian. All speech signals were sampled at
16kHz, with 16 bit resolution. Panel (a) is a short segment of vowel phonation from running
speech from one speaker. Panel (b) is a concatenation of several, 40ms segments of vowel
phonations from several speakers, each normalized to have maximum absolute amplitude of
unity. Panel (c) is the kernel density estimate of the concatenated signal shown in (b).
to the place of articulation, which may be anywhere between the back of the throat, or the lips
and teeth, depending upon the particular phoneme [1].
What we will here call classical digital signal processing (classical DSP) is, similarly, based on
the mathematics of linear algebra, coupled with time-invariance [4]. In addition, classical DSP
usually assumes that any random variables arising from, e.g. sources of noise, are Gaussian [4].
Despite the mathematical elegance of this linear, time-invariant Gaussian (LTI-Gaussian)
systems theory, there are some shortcomings of this theory applied to speech processing. The
purpose of this paper is to rehearse the mathematics of LTI-Gaussian systems theory applied to
speech, and to explore the potential advantages and disadvantages that arise from some simple
variations of this theory obtained by applying these three assumptions in different
combinations. The paper also highlights a selection of articles from the recent literature that
embody examples of the range of signal processing methods that arise from these assumptions.
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LTI-Gaussian Speech Signal Processing

The three, seemingly simple, properties of linearity, time-invariance, and Gaussianity, lead to
some far-reaching consequences of considerable mathematical and computational convenience.
We provide a short exposition of some of the most pertinent consequences here [4, 5]:

 The output of any operation applied to a signal is the convolution of the signal with the
impulse response (IR) of the operation, which is just the output of the system when the input
is a unit-time impulse,
 Due to the convolution theorem which states that the Fourier transform of the convolution is
the product of the Fourier transforms, the output of any operation applied to a signal can be
computed in the Fourier domain as the product of the Fourier transform of the input signal
with the Fourier transform of the operation (the transfer function). This has a natural
analogue in speech processing where the transfer function is the resonance properties of the
vocal tract, and the input signal is the excitation source,
 The IR and the transfer function of the operation can be computed analytically by finding
the roots of the characteristic polynomial of the operation,
 Brute-force ( ) multiply-add computations of the Fourier transform can be reduced to
(
) computations using the Fast Fourier Transform (FFT) algorithm, which is a
substantial computational saving for most applications,
 All random variables in all signals are Gaussian, because any Gaussian distribution remains
Gaussian under linear transformations. Therefore, mean and variance (first- and secondorder statistical moments) suffice to fully characterise the distribution of all (univariate)
random variables. This follows because the distribution of a linear transformation of a set of
random variables is obtained using convolutions, and the only function that is its‟ own
Fourier transform is the Gaussian function,
 Uncorrelated variables are also independent random variables, therefore, independence can
be assessed simply using correlation, which itself is a second-order statistical moment,
 All covariance stationary Gaussian stochastic processes are strict-sense stationary: that is,
time independence of the first- and second-order moments automatically implies time
independence of any finite collection of random variables in the process,
 All finite collections of random variables are jointly described as a multivariate Gaussian
distribution, for which the mean vector and
covariance matrix suffice, and all
marginal distributions of this are Gaussian,
 All optimal probability problems for the first and second-order moments are convex/concave
[6] (that is, any solution to the optimization problem is the optimum solution). This follows
because the logarithm of the Gaussian function is concave,
 Most useful optimal probability solutions are computable analytically. For example, the
maximum likelihood parameters of any linear model for the mean of a random variable can
be obtained by solving the normal equations and the solution, if it exists, is obtained by
matrix inversion. One estimate of the resonances of the vocal tract can be carried out by
inversion of the autocorrelation matrix,
 The conditional mean of any random variable is the optimal solution to the least-squares
probability problem, which is convex and quadratic [6].
The overriding impression from the list above is that LTI-Gaussian systems theory is
computationally and statistically efficient and optimal, is analytical and so readily understood
and transparent, and at the same time captures the entire physics of speech production. Whilst
this qualitative assessment has some truth to it, there are many details that undermine the use of
LTI-Gaussian systems theory for speech signal processing, which we explore next.
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Shortcomings of LTI-Gaussian Theory Applied to Speech
Signals

Below we detail some of the reasons why LTI-Gaussian theory is not as accurate or efficient as
may appear from the discussion above (see also Fig. 1):
 Speech production is only partly linear. Speech production is not entirely a linear process: it
is more accurate to claim that the mechanism of voice production is a complex, nonlinear
interaction between viscoelastic- and aero-dynamics [7], and using James Lighthill‟s
acoustic analogy [8], these nonlinear disturbances generate planar acoustic waves that
resonate in the vocal tract [7]. So, although the LTI-Gaussian source-filter theory is
approximately correct, it cannot provide any physically realistic model for the source.
Furthermore, there are situations, particularly in vocal pathologies, where the source
oscillation can become chaotic; in these situations Fourier analysis is ultimately misleading
because although the signal displays repetitiveness in the time domain, the energy in the
chaotic oscillation is distributed across all frequencies in a non-trivial way [7].
 Speech is never time-invariant. The articulators (principally the lungs, tongue, and lips) are
constantly moving during speech, so that the resonances and source signals are changing all
the time (Fig. 1a). But the time-invariance assumption holds that both resonances and source
signals should be stationary for all time. Therefore, the best that can be assumed is that the
speech signal is approximately stationary over short intervals, and the parameters of any
model must be very frequently updated. In practice, this is the dominant approach to
addressing this limitation [3, 9]. The changing nature of the parameters has to be handled at
another stage of the analysis, but these computations at this stage are typically not LTIGaussian. Therefore, the entire, end-to-end processing chain does not inherit the full
elegance of LTI-Gaussian theory.
 Speech signals are not Gaussian distributed. During voiced speech, the signal takes on a
repetitive character that, over short time intervals, can be parsimoniously represented in the
frequency domain. However, the invariant density of this signal is not Gaussian [10] (Fig
1b-c), nor is the density of any realistic model of the source during voiced speech. The only
parts of speech that are closely approximated within the LTI-Gaussian framework are
sustained sibilants, where the estimated source can be shown to be approximately Gaussian
distributed [7, 11] (although to a certain extent, the Gaussianity of the estimated source is a
consequence of using LTI-Gaussian assumptions to estimate the parameters of the vocal
tract filter model [10]).
 General computations in linear algebra are neither efficient nor analytical in problems of
sizes relevant to speech processing. As an example, consider the problem of finding the
roots of a 2nd-order characteristic polynomial: this can be solved using simple expressions
involving square roots. In the case of 3 rd- or 4th-order polynomial, the algebra is a lot more
complex, and for an th order system with
, there is no analytical expression, and one
must turn to numerical methods. This undermines the general transparency and efficiency of
the mathematical analysis, in that, although the problem can be posed easily and clearly, it
cannot be so solved. Similarly, inversion of a general
matrix at best, requires
computational effort lying between ( ) and ( ) [12]. However, these kinds of

computations (inverting high-dimensional linear transformations, finding eigenvalues and
roots of polynomials) are central to LTI-Gaussian speech analysis [4, 5].
Given the above limitations, it is a plausible argument that speech production is only “quasi”
LTI-Gaussian, and LTI-Gaussian theory is not necessarily the most computationally efficient
approach. This leads to the inevitable speculation about whether there are other theories that
could better approximate speech that might lead to more accurate, and more computationally
efficient, speech signal processing. In the following sections, we will explore some simple
alternatives that have shown promise in recent years.
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Linear Signal Processing

Given the mathematical elegance of linear algebra discussed above, but the lack of genuine
time-invariance and Gaussianity in real speech signals, it is interesting to ask what can be done
if both time-invariance and Gaussianity are stripped from LTI-Gaussian theory. Some of the
resulting mathematical consequences are:
 General methods from computational harmonic analysis can be applied [13], which includes
the very important area of wavelets [14], which have been successfully adapted to many
speech signal processing problems [3]. For certain wavelets, there is an associated discrete
wavelet transform (DWT) which is faster than the FFT using only ( ) operations [14].
Wavelets can come close to achieving the lower bound on the uncertainty principle in the
time-frequency representation of time-varying speech signals, and so may provide
advantages over classical, time-segmented Fourier analysis (using, for example, the shorttime Fourier transform) [3]. General dictionary-based techniques such as basis pursuit or
-nom penalized regression [15] can be used to find compact (sparse) models for timevarying signals, for example, plosives that have no simple representation in the frequency
domain,
 As with LTI theory, the output of any operation applied to a signal is still the convolution of
the signal with the IR of the operation, but the IR depends, in general, upon the time index
[5]. This means that there are, potentially, an infinity of IRs. Thus, IR-based analysis is most
likely only computationally practical if the IR is parametric or short in duration. However,
this short-duration IR requirement would seem to undermine one of the practical
motivations for dropping the time-invariance assumption: that long segments of speech can
be analyzed in an attempt to capture time-varying resonances [16],
 The convolution theorem does not hold in general [17], unlike LTI theory. So, Fourier
analysis cannot be applied, and the response of a system in the time domain has no natural,
frequency-domain counterpart. Furthermore, general convolution computations cannot be
simplified as they can using the FFT in LTI theory [17], and the informative analogy
between the LTI acoustic theory of speech and the signal analysis is lost,
 The distributional form of non-Gaussian random variables is not, in general, preserved under
linear transformations. However, due to the central limit theorem, random variables
approach Gaussian as the number of operations applied goes to infinity. Nonetheless, for a
finite number of operations, the form of the random variable may be hard to predict or
compute, and there may be no simple, parametric expression for the distribution. The alpha-

stable distributions are the most general class of distributions that are preserved under linear
transformations, but there is no simple analytic expression for the density function [18].
General distributions do not necessarily lead to convex or analytic optimal probability
computations,
 Stochastic processes are not stationary in general, and may not have a simple closed,
analytical form.
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Time-Invariant Signal Processing

Although if we assume that voice production is linear, we are led to conclude that speech is
time-varying, it is interesting to ask whether, if linearity and Gaussianity are dropped, there is
some potential for general time-invariant speech analysis. This turns out to be the case, and
there has been extensive research into the kinds of practical analysis that can be conducted [7].
Assuming time-invariance alone leads to the following:
 Given that some physical models for the source in vowel sounds is successfully modelled as
an autonomous (time-invariant) nonlinear dynamical system, techniques from the discipline
of nonlinear time series analysis have a natural applicability [19]. The main tool is timedelay embedding which can be used to reconstruct the original state-space of the system
from the speech signal alone [20]. From this state-space, various properties such as attractor
dimensions, Lyapunov exponents and trajectory recurrence can be computed, and used to
characterise aspects of the speech signal such as the complexity of the dynamics [21-24], or
to infer a predictive, nonlinear model of the speech signal for a variety of purposes [25, 26].
However, consonants, which make up the rest of speech outside of vowels and are generated
by what are, essentially, random processes, do not have a simple representation in terms of
nonlinear dynamical systems theory [7],
 Any time-invariant stochastic process can be generated by a corresponding Markov chain
and, a parametric or non-parametric model for such a chain can be inferred so that useful
characteristics of the speech signal can be extracted [27]. Alternatively, other properties of
the stochastic process itself, such as its‟ stochastic self-similarity or recurrence, can inform
us about the speech without reconstructing the chain [7].
 The superposition principle does not hold and so there is no IR, convolution, or timefrequency analysis. This makes analysis based on time-invariant methods very different
from the source-filter theory, and little is understood about the relationships between the two
approaches.
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Conclusions and Future Directions

This article provided a brief investigation of some of the limitations of classical LTI-Gaussian
signal processing for speech, proposing alternative mathematical frameworks that become
possible when the assumptions of linearity, time-invariance and/or Gaussianity are dropped.
From this investigation, although the LTI-Gaussian theory has limitations, so does a purely
linear approach, mostly because without a Fourier domain representation, the physical analogy
for resonances in the vocal tract which holds approximately on short time durations, is

unavailable. Nonetheless time-varying linear systems include the powerful DWT and other
wavelet analyses with significant computational advantages, and time-varying autoregression
appears promising. Signal processing without linearity suffers from the same problem that there
is no natural way to analyse the vocal tract resonances of speech, but it allows processing that
can quantify the dynamic nonlinearity and non-Gaussianity of voiced speech. These properties
have been shown to be particularly informative for biomedical applications [7, 23, 27]. One
area that we have not discussed is purely non-Gaussian signal processing, which includes
median filtering and other generalizations [18]. However, the usefulness of these techniques for
the direct processing of speech signals is not obvious because there are no clear biophysical
analogues.
The main conclusion from this paper is that, despite the mathematical elegance of LTIGaussian signal processing theory, it is too restrictive so that the fit to real speech signals leaves
room for improvement. However, linear-only and time-invariant-only signal processing
algorithms are perhaps too general when applied to speech signals. A potentially useful
mathematical foundation might be one that admits signal processing algorithms that can
smoothly interpolate between linear/nonlinear and time-invariant/time-varying. This might
introduce better control over the match to real signals, but allow sufficient structure to do useful
processing.
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